
❄️ SNOWFLAKE
Complete Course Syllabus  ·  20 Domains  ·  200+ Topics  ·  All features up to 2025

SNOWFLAKE
complete syllabus map

F O U N D A T I O N  &  A R C H I T E C T U R E

Architecture

Multi-cluster shared data arch

Compute / Storage separation

Virtual Warehouses (XS–6XL)

Cloud Services layer

Query Processing layer

Database Storage layer

Micro-partitioning (50–500 MB)

Metadata pruning

Columnar storage format

Compression (auto)

Editions: Std / Ent / BC / VPS

AWS · Azure · GCP support

Regions & availability zones

Cross-region deployment

Databases & Schemas

Database / Schema / Table

hierarchy

Namespacing:

db.schema.object

Information Schema

SHOW commands

Object ownership & privileges

Transient databases

Cloned databases

Replication groups

Virtual Warehouses

Sizes: XS to 6XL (credit

doubling)

Auto-suspend & auto-resume

Multi-cluster warehouses

Scaling policy: Economy vs

Standard

Warehouse credit billing

Query queuing & concurrency

Resource Monitors on

warehouses

Warehouse per workload

pattern

Serverless compute

(tasks/pipes)

Snowpark-optimised

warehouses



S Q L ,  D A T A  T Y P E S  &  Q U E R Y I N G

SQL Fundamentals

SELECT · FROM · WHERE ·

GROUP BY

JOINs: inner/outer/cross/lateral

CTEs (WITH clause)

Recursive CTEs

Subqueries & correlated

subqueries

SET ops:

UNION/INTERSECT/EXCEPT

Window functions:

ROW_NUMBER/RANK/DENSE_RANK

LEAD · LAG · FIRST_VALUE ·

LAST_VALUE

QUALIFY clause (window filter)

PIVOT · UNPIVOT

LISTAGG · ARRAY_AGG ·

OBJECT_AGG

MERGE (upsert)

COPY INTO (load & unload)

Multi-table INSERT

Data Types

NUMBER · FLOAT · BOOLEAN

VARCHAR · CHAR · BINARY

DATE · TIME · TIMESTAMP

variants

TIMESTAMP_LTZ / NTZ / TZ

VARIANT (semi-structured

catch-all)

ARRAY type

OBJECT type

GEOGRAPHY · GEOMETRY

(geospatial)

VECTOR type (AI embeddings)

NULL handling & ZEROIFNULL

Semi-structured & JSON

PARSE_JSON · TRY_PARSE_JSON

GET · GET_PATH · : notation

FLATTEN (lateral view)

OBJECT_CONSTRUCT ·

ARRAY_CONSTRUCT

ARRAY_CONTAINS ·

ARRAY_SIZE

IS_ARRAY · IS_OBJECT ·

IS_NULL_VALUE

Querying Parquet / Avro / ORC

in stage

Strip outer array on load

Schema detection

(INFER_SCHEMA)

Schema evolution (auto)

T A B L E  T Y P E S  &  S T O R A G E

Table Types

Permanent tables (default)

Transient tables (no Fail-safe)

Temporary tables (session-

only)

External tables (query in-

place)

Materialized views (auto-

refresh)

Dynamic tables (declarative

ELT)

Hybrid tables (row +

columnar)

Iceberg tables (open format)

Directory tables (on stages)

Event tables (logging)

Apache Iceberg

Iceberg table format overview

Snowflake as Iceberg catalog

External Iceberg catalogs

(AWS Glue)

Iceberg + object storage

(S3/GCS/Blob)

Schema evolution in Iceberg

Partition evolution

Time travel on Iceberg tables

Interop: Spark / Flink / Trino on

Iceberg

Converting Snowflake tables →

Iceberg

Iceberg REST catalog

Hybrid Tables

Row store + columnar dual

engine

UNISTORE workload type

Primary keys & unique

constraints

Secondary indexes

ACID transactions (row-level)

Hybrid table DDL syntax

Low-latency point lookups

Transactional + analytical

mixed

Use cases: operational data

apps

Limitations vs standard tables



D A T A  L O A D I N G  &  I N T E G R A T I O N

Stages & Loading

Internal stages:

named/table/user

External stages: S3/Blob/GCS

PUT command (SnowSQL

upload)

GET command (download)

COPY INTO (bulk load)

COPY INTO (unload to stage)

File formats:

CSV/JSON/Parquet/Avro/ORC/XML

CREATE FILE FORMAT object

VALIDATION_MODE (dry run)

ON_ERROR:

ABORT/CONTINUE/SKIP_FILE

PURGE option after load

Load history (dedup)

Snowpipe & Streaming

Snowpipe (event-driven micro-

batch)

Auto-ingest via SQS / Event

Grid / Pub/Sub

Snowpipe REST API

Snowpipe Streaming (row-level

SDK)

Kafka Connector for Snowflake

Kinesis → Snowpipe

COPY_HISTORY &

LOAD_HISTORY views

Pipe status & refresh

Error handling in Snowpipe

Snowpipe vs Snowpipe

Streaming

Connectors &

Integrations

Python connector

Spark connector (structured

streaming)

JDBC / ODBC drivers

Node.js connector

.NET / Go connectors

dbt (data build tool)

Fivetran · Airbyte · Matillion

Talend · Informatica

SAP HANA → Snowflake (JDBC)

SAP Data Services integration

Tableau · Power BI · Looker

Excel connector

P E R F O R M A N C E  &  O P T I M I S A T I O N

Query Optimisation

Query Profile UI (operator tree)

Spill to local disk

Spill to remote storage

Partition pruning ratio

Bytes scanned vs pruned

Result set cache (24 h)

Warehouse local disk cache

Metadata cache (no scan)

Pruning with predicate

pushdown

Cross-join & cartesian

warnings

Exploding joins detection

EXPLAIN plan

Clustering & Indexing

Clustering keys (manual)

Automatic clustering

(managed)

CLUSTER BY expressions

SYSTEM$CLUSTERING_INFORMATION

SYSTEM$CLUSTERING_DEPTH

Average clustering depth

When to cluster (DML-heavy

tables)

Multi-column clustering keys

Reclustering costs

Search Optimization Service

Equality / range / substring

search

Geospatial search optimization



T I M E  T R A V E L ,  C L O N I N G  &  D R

Time Travel & Fail-

safe

AT (TIMESTAMP / OFFSET /

STATEMENT)

BEFORE clause

DATA_RETENTION_TIME_IN_DAYS

0–90

Default: 1 day (Std), 90 days

(Ent)

Fail-safe: 7 days (non-

configurable)

Fail-safe = Snowflake recovery

only

UNDROP TABLE / SCHEMA /

DATABASE

Querying historical data

Time Travel on streams

(caveats)

Storage cost: active + TT + FS

Transient tables: no Fail-safe

Temp tables: no TT or FS

Zero-Copy Cloning

CREATE TABLE … CLONE

Clone at a point in time

Cloning databases & schemas

Clone inherits metadata only

No data movement on clone

DML on clone = new micro-

partitions

Dev/test environment pattern

Clone + Time Travel combo

Cloning stages & tasks

Cost: only new/changed data

billed

S E C U R I T Y  &  A C C E S S  C O N T R O L

RBAC & Access Control

RBAC hierarchy

ACCOUNTADMIN · SYSADMIN ·

SECURITYADMIN · PUBLIC

Custom role creation

Role inheritance (GRANT ROLE

TO ROLE)

Discretionary Access Control

(DAC)

Mandatory Access Control

(MAC)

GRANT privilege ON object TO

role

REVOKE · SHOW GRANTS

Future grants

Object-level permissions

Column-level security

Ownership transfer

Data Masking &

Policies

Dynamic Data Masking (DDM)

Masking policy creation &

attachment

Tag-based masking (auto-

propagate)

Row Access Policies

Conditional masking (role-

based)

Masking on views vs tables

Policy admin role separation

POLICY_REFERENCES view

Projection policies

Aggregation policies (k-

anonymity)

Auth & Network

Security

Username / password (basic)

Multi-factor authentication

(MFA)

Key pair authentication (RSA)

OAuth 2.0 (external ·

Snowflake)

SAML 2.0 SSO

SCIM user provisioning

Network policies (IP allowlist)

Private connectivity

(PrivateLink)

Snowflake for AWS GovCloud

Tri-Secret Secure (customer

CMK)

Business Critical encryption

HIPAA · PCI-DSS · SOC 1 & 2 ·

FedRAMP



G O V E R N A N C E  &  O B S E R V A B I L I T Y

Snowflake Horizon

Horizon: unified governance

platform

Universal Search (cross-object)

Data lineage (column-level)

Object dependencies graph

Data Quality (DQ) metrics

DQ metric functions (custom)

Freshness · Completeness ·

Uniqueness

Auto-classification (PII

detection)

Object Tagging framework

Tag propagation rules

Access History

(ACCOUNT_USAGE)

Audit logs & login history

Trust Center

Compliance Center

Account Usage &

Monitoring

SNOWFLAKE.ACCOUNT_USAGE

schema

QUERY_HISTORY view

WAREHOUSE_METERING_HISTORY

STORAGE_USAGE &

STAGE_STORAGE_USAGE

LOGIN_HISTORY ·

ACCESS_HISTORY

POLICY_REFERENCES

COPY_HISTORY ·

PIPE_USAGE_HISTORY

TASK_HISTORY ·

DYNAMIC_TABLE_REFRESH_HISTORY

METERING_DAILY_HISTORY

DATA_TRANSFER_HISTORY

INFORMATION_SCHEMA

(session-scoped)

RESULT_SCAN function

S T R E A M S ,  T A S K S  &  P I P E L I N E S

Streams (CDC)

Standard streams

(INS+UPD+DEL)

Append-only streams

Insert-only streams (ext.

tables)

METADATA$ACTION column

METADATA$ISUPDATE column

METADATA$ROW_ID

Stream offset & consumption

Stream on views

Stream on directory table

Multiple streams on one table

Stream staleness (14-day

default)

SYSTEM$STREAM_HAS_DATA

Tasks & Orchestration

Tasks: SQL / Snowpark / stored

proc

Cron scheduling (POSIX cron)

Minute-based scheduling

Task trees (DAGs)

ROOT TASK · child tasks

EXECUTE TASK (manual

trigger)

Error notifications

(email/webhook)

TASK_HISTORY view

Conditional task execution

(WHEN)

Task overlap handling

Serverless tasks (auto-sized)

SUSPEND / RESUME task

Dynamic Tables

Declarative ELT (define target,

not steps)

Target lag specification

Automatic incremental refresh

Full vs incremental refresh

modes

Dynamic table DAGs

(chaining)

DYNAMIC_TABLE_REFRESH_HISTORY

Monitoring lag & freshness

Dynamic tables vs

Streams+Tasks

Dynamic tables vs

Materialized views

Limitations & supported SQL



S N O W P A R K ,  U D F S  &  D E V  T O O L S

Snowpark

Snowpark Python (primary)

Snowpark Java · Scala

Snowpark DataFrames API

Lazy evaluation (push-down)

Snowpark for data engineering

Snowpark ML (model training

in-WH)

Snowpark Model Registry

Snowpark Container Services

(SPCS)

Snowpark Pandas (Modin)

Debugging & logging in

Snowpark

Snowpark-optimised

warehouse

Async jobs in Snowpark

UDFs & Stored Procs

JavaScript UDFs

Python UDFs (inline & staged)

Java UDFs

Scala UDFs

User-Defined Table Functions

(UDTFs)

External Functions (AWS

Lambda / Azure Fn)

Secure UDFs

UDF versioning

Stored Procedures (JavaScript)

Stored Procs (Python / Java /

Scala)

Caller vs Owner rights procs

Snowpark stored procedures

Dev Tools & CI/CD

SnowSQL CLI

Snowflake VS Code extension

Snowflake CLI (snow CLI)

Git integration (native)

Snowflake Python SDK

REST API (Snowflake)

Terraform provider for

Snowflake

SchemaChange (migration

tool)

dbt (models / tests / lineage)

dbt incremental models on

Snowflake

GitHub Actions CI/CD pipeline

Automated testing patterns

C O R T E X  A I  &  M L  F E A T U R E S

Cortex AI (LLM

Functions)

SNOWFLAKE.CORTEX package

COMPLETE function (text

generation)

SUMMARIZE function

SENTIMENT function

TRANSLATE function

CLASSIFY_TEXT function

EXTRACT_ANSWER function

EMBED_TEXT_768 /

EMBED_TEXT_1024

Supported models: Mistral /

Llama / Arctic

Cortex Fine-tuning (FINETUNE)

Cortex Search (vector +

keyword hybrid)

Cortex Analyst (NL to SQL)

Document AI (PDF / image

extraction)

Arctic: Snowflake open LLM

ML & AI Features

ML Functions (no-code)

FORECAST (time-series)

ANOMALY_DETECTION

CLASSIFICATION (binary/multi)

CONTRIBUTION_EXPLORER

TOP_INSIGHTS

Snowflake Model Registry

Feature Store (Snowpark ML)

Snowpark ML preprocessing

pipelines

VECTOR data type

(embeddings)

VECTOR_COSINE_SIMILARITY ·

VECTOR_L2_DISTANCE

Semantic search patterns

RAG (Retrieval-Augmented

Generation) in SF

Streamlit in Snowflake (AI

apps)



D A T A  S H A R I N G  &  C O L L A B O R A T I O N

Data Sharing

Secure Data Sharing (no data

copy)

Share object (provider side)

Inbound share (consumer side)

Reader accounts (non-SF

consumers)

SECURE views / functions on

shares

Cross-region shares

(replication)

Direct share (account-to-

account)

Snowflake Marketplace (public

listing)

Private listings

Data Exchanges (governed

marketplace)

Clean Rooms (Snowflake

native)

Delta sharing protocol

Native Apps &

Marketplace

Snowflake Native App

Framework

App manifest & setup script

Application packages

Versioned releases

Consumer installs app (runs in

their acct)

Monetisation via Marketplace

Partner Connect ecosystem

Streamlit in Snowflake

(embedded apps)

Event sharing (telemetry)

Native App with Snowpark

Container Services

R E P L I C A T I O N  &  B U S I N E S S  C O N T I N U I T Y

Replication & Failover

Database replication groups

Failover groups

Connection URLs (client

redirect)

Primary account → secondary

accounts

Cross-region replication

Cross-cloud replication

Replication lag monitoring

SHOW REPLICATION

DATABASES

Manual failover procedure

Automatic failover (Ent+)

Business Continuity (BC

edition)

RPO & RTO targets

Data replication costs

Replication + Time Travel



D A T A  M O D E L L I N G  &  A R C H I T E C T U R E

Modelling Patterns

Star schema

Snowflake schema

(normalised)

Data Vault 2.0

(Hub/Link/Satellite)

One Big Table (OBT) pattern

Medallion: Bronze → Silver →

Gold

Wide table vs normalised

trade-offs

Slowly Changing Dimensions

(SCD 1/2/3)

Surrogate keys strategy

Incremental loading patterns

Full refresh vs delta load

Late-arriving data handling

Idempotent pipeline design

ELT & Pipeline

Patterns

ELT vs ETL (Snowflake prefers

ELT)

Land → cleanse → serve

pattern

MERGE-based upsert pattern

COPY + MERGE two-step load

Insert-overwrite pattern

Zero-copy clone for staging

Idempotency with QUALIFY +

ROW_NUMBER

CDC via Streams + Tasks

CDC via Snowpipe Streaming

+ Dynamic Tables

dbt models as ELT layers

Schema-on-read (VARIANT

staging)

Schema-on-write (typed

tables)

C O S T  M A N A G E M E N T  &  A D M I N I S T R A T I O N

Cost & FinOps

Credit consumption model

Compute credits (per-second

billing)

Serverless credits

(tasks/pipes/search)

Cloud services credits (10%

free rule)

Storage: active / Time Travel /

Fail-safe

Data transfer / egress costs

Resource Monitors

(account/WH level)

Suspend / notify / suspend-

immediate

Cost attribution (tags + WH

per team)

WAREHOUSE_METERING_HISTORY

analysis

Idle warehouse cost (auto-

suspend tuning)

Clustering cost vs query

savings

Materialized view maintenance

cost

Snowpark compute cost

Administration

Account administration tasks

Parameter hierarchy

(account/session/object)

System parameters

(ABORT_DETACHED_QUERY

etc)

Session parameters

Query tags

Statement timeout

User management (CREATE

USER)

SCIM provisioning

SSO & federation admin

Password policies

Network rule objects

External network access

Notification integrations

Storage integrations

API integrations (external

functions)



C E R T I F I C A T I O N S  &  E C O S Y S T E M

Certifications

SnowPro Core (COF-C02)

SnowPro Adv: Architect (ABA-

C01)

SnowPro Adv: Data Engineer

(ADE-C01)

SnowPro Adv: Data Scientist

(ADS-C01)

SnowPro Adv: Administrator

(AAD-C01)

SnowPro Adv: Data Analyst

Exam domains weighting

Hands-on lab requirements

Snowflake University courses

Certification renewal cadence

Snowsight & UI

Snowsight (modern web UI)

Worksheets & query editor

Dashboards & charts

Data preview & sampling

Query history & profile in UI

Monitoring dashboards

Activity: tasks / pipes /

dynamic tables

Cost management UI

Admin: users / roles /

warehouses

Marketplace browsing

Streamlit apps in Snowsight

Git repo browser

R E A L - W O R L D  E N D - T O - E N D  P R O J E C T S  ( M E D A L L I O N  A R C H I T E C T U R E )

Insurance Claims

Analytics

Bronze: raw claims/policy

ingestion (CSV/API → S3 →

Snowflake)

Silver: DBT Core models —

cleansed claims, policy,

customer entities

Gold: claims analytics marts

(loss ratio, fraud signals)

Airflow DAGs orchestrating

ingestion & DBT runs

Python: data quality checks &

fraud-flag scoring

Snowflake Streams + Tasks for

incremental Silver/Gold refresh

SCD Type 2 on policy &

customer dimensions

RBAC & masking policies on

claimant PII

GitHub Actions CI/CD for DBT

deployments

End-to-end: source systems →

Bronze → Silver → Gold → BI

Finance Market

Pipeline

Bronze: raw market tick/OHLC

data ingestion (API/S3)

Silver: DBT Core — cleansed

instrument & price time-series

Gold: risk & portfolio analytics

marts

Airflow: scheduled intraday &

end-of-day pipelines

Python: data validation &

anomaly detection

Snowflake Time Travel for

point-in-time price audits

Streams/Tasks for near-real-

time price updates

Secure Data Sharing views for

downstream risk teams

Cost tuning: auto-suspend

warehouses per pipeline SLA

End-to-end: market feed →

Bronze → Silver → Gold →

dashboards

Airlines Ops Analytics

Bronze: raw flight ops data

(schedules, delays, sensors)

via S3

Silver: DBT Core — conformed

flight, route, aircraft entities

Gold: on-time performance &

ops KPI marts

Airflow DAGs orchestrating

multi-source ingestion

Python: delay-prediction

feature engineering

Snowflake clustering keys on

high-volume flight-event

tables

Dynamic Tables for near-real-

time ops dashboards

SCD Type 2 on aircraft & route

dimensions

GitHub Actions CI/CD for

pipeline deployment

End-to-end: ops systems →

Bronze → Silver → Gold → BI

Ecommerce Customer 360

Bronze: raw API-sourced

orders, clicks, customer events

Silver: DBT Core — cleansed

order/customer/product

entities

Gold: Customer 360 mart

(RFM, LTV, segmentation)

Airflow DAGs for API ingestion

& DBT transformation

Python: customer

segmentation & feature

scoring

Streamlit in Snowflake for

Customer 360 exploration

Streams + Tasks for

incremental order/event loads

Masking policies on PII (email,

phone, address)

GitHub Actions CI/CD

Repo:

github.com/jitechau01/ecommerce_dbt_snf

Running Telco

(Snowflake + AWS)

Bronze: raw CSV source

ingestion → S3 → Snowflake

landing

Silver: DBT Core / Python —

cleansed subscriber & usage

data

Gold: telco analytics marts

(churn, usage, revenue)

Airflow DAGs orchestrating S3

→ landing → Silver → Gold

Python (boto3): automated S3

ingestion

SnowPipe + Streams for

incremental loads

SCD Type 2 on subscriber

dimension

RBAC & tagging on sensitive

subscriber data

GitHub Actions CI/CD across

environments

Repo:

github.com/jitechau01/running_telco

Architecture / Dev / Cert SQL / Sharing / Time Travel Tables / AI / Governance Loading / Pipelines / Modelling Performance Security / Admin / DR Real-World Projects (Medallion)


